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A-1. Implementation Details

This section describes how to implement the proposed
aesthetic assessment algorithm in detail.

Baseline network: As shown in Figure 3 in the paper, the
baseline network consists of convolution layers (res1, res2,
res3, res4, res5, and res5-1, . . . , res5-4), fully connected
layers (fc1 and fc2, each layer has 800 neurons), and a soft-
max layer. To train it, we initialize the convolutional pa-
rameters using ResNet-50 [12] pre-trained on the ILSVRC-
2012 dataset [A3]. We initialize res5-1, . . . , res5-4 with the
same parameters for res5. Also, we initialize fc1 and fc2 us-
ing the Xavier method [A1], which determines the scale of
initialization based on the numbers of input and output neu-
rons. We update these parameters via the stochastic gradient
descent with a batch size of 16. We start with a learning rate
ε = 0.001 for all layers and shrink it via ε← 0.1ε after ev-
ery four epochs. A momentum of 0.9 and a weight decay
of 0.0005 are used. To use the network in a scale-invariant
manner, we resize an input image to 224 × 224. Note that
the baseline network is developed for the binary classifica-
tion of images, but its truncated feature extractor is used for
the aesthetic comparator.

Aesthetic comparator: In Figure 2 in the paper, the aes-
thetic comparator includes three fully connected layers,
each of which has 1,024 neurons. To train the comparator,
we initialize the twin feature extractors with the parameters
of the baseline network, and initialize the three fully con-
nected layers using the Xavier method. Then, the entire
aesthetic comparator is trained in an end-to-end-manner.
We use the Adam optimizer [A2] with a batch size of 8,
β1 = 0.9 and β2 = 0.999. Starting with ε = 0.0001, a
learning rate shrinks by one tenth after six epochs. The de-
cision level θ in (1) is determined to be 1.15, 1.23, and 1.40
for AVA, AADB, and FLICKER-AES, respectively.

Table A-1: Comparison of four aesthetic comparators on the
AVA and AADB datasets: MARDs for the regressor, and
the accuracies for the 3, 5, and 7-ary classifiers are reported.

Comparator Measurement AVA AADB
Regressor MARD 1.09 0.73
3-ary classifier Acc. (%) 87.12 84.45
5-ary classifier Acc. (%) 72.00 68.77
7-ary classifier Acc. (%) 66.82 67.32

Table A-2: The performances of the overall aesthetic score
regression algorithm on the AVA and AADB datasets, when
different aesthetic comparators are employed.

AVA AADB
Comparator ρ(↑) MASD(↓) ρ(↑) MASD(↓)
Regressor 0.084 0.1595 0.510 0.3961
3-ary classifier 0.918 0.0229 0.879 0.1141
5-ary classifier 0.791 0.0555 0.867 0.1713
7-ary classifier 0.779 0.0528 0.867 0.1783

A-2. Aesthetic Score Regression

Impacts of quantization in aesthetic comparator: In the
paper, we analyzed quantization effects of score ratios in the
aesthetic comparator. In this section, we carry out more ex-
periments, related to the quantization. We compare four dif-
ferent aesthetic comparators, by varying their output score
ratios: regressor, and 3, 5, and 7-ary classifiers. The re-
gressor estimates continuous aesthetic score ratios directly,
while the 3, 5, and 7-ary classifiers quantize score ratios into
3, 5, and 7 levels, respectively. Table A-1 reports MARD
(mean of absolute ratio differences) scores for the regres-
sor and accuracies for the 3, 5, and 7-ary classifiers. The
regressor is unreliable and yields large errors. Also, the de-
tailed 5-ary or 7-ary classification is less accurate than the
ternary classification on both AVA and AADB datasets. For
instance, on AVA, the ternary classifier provides a higher ac-
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curacy than the 5-ary and 7-ary ones by 15.1% and 20.3%,
respectively.

By employing each aesthetic comparator, we evaluate
the overall aesthetic score regression algorithm. As listed
in Table A-2, when the ternary classifier is employed, the
highest Spearman’s coefficients and the smallest MASDs
are obtained on both AVA and AADB datasets.
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Figure A-1: Aesthetic score regression performances ac-
cording to the number of reference images.

Reference image selection: As described in the paper, we
attempt select 200 images uniformly and then remove the
five most unreliable outliers in each step. Figure A-1 shows
the Spearman’s coefficients (ρ) and MASDs according to
the number R of reference images. On AVA, as R gets re-
duced in each step, MASD tends to decrease till R = 110
and then increase in the following steps. On the other hand,
the proposed algorithm provides relatively high ρ coeffi-
cients, as long as R is between 90 and 170. Thus, we use
R = 110 reference images for the AVA dataset. Similarly,
on AADB, MASD decreases till R = 175, while ρ is insen-
sitive as long as 140 ≤ R ≤ 190. Thus, we set R = 175 for
the AADB dataset.

As an alternative to this uniform selection with step-
by-step removal, we test the median selection on the AVA
dataset, which chooses the 110 reference images whose
scores are the closest to the median level of 5. As shown
in Table A-3, in terms of both ρ and MASD, the uniform
selection outperforms the median selection significantly.

Table A-3: Aesthetic score regression performances on
AVA according to the reference image selection schemes.

Uniform selection Median selection
ρ(↑) 0.918 0.767

MASD(↓) 0.0229 0.0406

A-3. Binary Aesthetic Classification
Number of reference images: For binary aesthetic clas-
sification on the AVA dataset, we compare an input image
with the 30 reference images whose scores are the closest
to the median score 5. In the following test, we vary the
number R of reference images from 5 to 120, but they are
also selected so that their scores are the closest to the me-
dian. Figure A-2 shows the binary classification accuracy
according to R. Note that the accuracy of 91.5% at R = 30
is comparable with that (= 91.8%) at R = 55. Thus, we set
R = 30 for the binary classification.
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Figure A-2: Accuracy scores according to the number R of
reference images in binary aesthetic classification.

Score distribution of reference images: We also perform
the binary classification using the 30 reference images of the
AVA dataset, obtained by the uniform selection scheme with
step-by-step removal in Section 3.2. This setting yields an
accuracy of 80.3%, which is much worse than 91.5% using
the median selection scheme. In other words, the median
selection is more effective for binary aesthetic classification
than the uniform selection.

VGG backbone: The proposed baseline network is based
on ResNet-50, which is called “Baseline Res” in this sec-
tion. We develop another baseline network using VGG-
16 [A4], referred to as “Baseline VGG.” Specifically, we
replace res1 ∼ res5 with conv1 ∼ conv5 blocks of VGG-
16. We also design four local convolution blocks in paral-
lel with conv5 block, similar to res5-1, . . . , res5-4. Then,
we concatenate the output responses of the local blocks and
conv5. Subsequently, we use two fully connected layers,
which have the same structure as those of Baseline Res.



Table A-4: The proposed algorithm based on VGG-16, as
well as that based on ResNet-50, outperforms the previous
state-of-the-art algorithms.

Methods Accuracy(%)
PAC-Net [17] 82.2
A-Lamp [25] 82.5
Baseline VGG 76.0
Baseline Res 78.7
Proposed VGG 83.3
Proposed Res 91.5

Using Baseline VGG, we construct the aesthetic compara-
tor in Figure 2 in the paper and apply the proposed binary
aesthetic classification algorithm in Section 3.3.

Table A-4 compares the binary aesthetic classification
performances using these two baseline networks. The
proposed algorithm based on ResNet-50 (“Proposed Res”)
achieves the highest accuracy score, which is our final al-
gorithm. Although yielding a lower accuracy than Pro-
posed Res, the proposed algorithm based on VGG-16
(“Proposed VGG”) obtains a higher accuracy than the pre-
vious state-of-the-art techniques, A-Lamp and PAC-Net.
Note that A-Lamp exploits multiple VGG-16 networks, in
addition to a pre-trained salient object detector. PAC-Net
is based on GoogleNet [A5], which won ILSVRC2014 in
image classification.

The higher accuracy of Proposed Res than that of Pro-
posed VGG indicates that a deeper baseline network pro-
vides better aesthetic features. However, notice that Pro-
posed Res and Proposed VGG significantly outperform
their baseline networks Baseline Res and Baseline VGG,
respectively, by 12.8% and 7.3%. This means that the pro-
posed algorithm based on pairwise comparison is an effec-
tive approach to image aesthetic assessment. As a result,
both Proposed Res and Proposed VGG achieve the state-
of-the-art performances.

Table A-5: The Spearman’s coefficients on the FLICKER-
AES dataset for various combinations of Rp and Rg. Here,
+αmeans that the coefficient is increased by α, through the
personalization, as compared with the generic regression.

Personalized
Rg Generic Rp = 10 Rp = 30 Rp = 70 Rp = 100

10 0.664 +0.044 +0.041 +0.033 +0.022
30 0.668 +0.039 +0.050 +0.047 +0.021
70 0.668 +0.039 +0.039 +0.040 +0.043
100 0.668 +0.040 +0.041 +0.042 +0.044

A-4. Personalized Image Aesthetics
Varying Rg and Rp: We analyze the impacts of the num-
bers (Rg and Rp) of generic and personal reference im-
ages on personalized score regression. Table A-5 reports
the Spearman’s coefficients (ρ) for various combinations of
Rg andRp. WhenRg ≥ 70, a biggerRp leads to a higher ρ.
However, whenRp ≥ Rg andRg ≤ 30, a biggerRp tends to
degrade ρ. Hence, a sufficient number of general reference
images should be used together with personal reference im-
ages to achieve satisfactory regression performance.

A-5. Additional Examples
Subsequently, we provide more experimental results for

score regression in Figures A-3 and A-4, binary classifica-
tion in Figure A-5, and personalization in Figure A-6.
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Aesthetic Score Regression
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Figure A-3: Examples of the proposed aesthetic score regression on AVA. In each example, ground-truth and regressed scores
are reported in blue and red, respectively.

0.50, 0.62 0.75, 0.72 0.60, 0.63 0.70, 0.71 0.80, 0.82 0.75, 0.73

0.55, 0.60 0.65, 0.65 0.70, 0.70 0.50, 0.51 0.76, 0.75 0.54, 0.54

0.70, 0.70 0.80, 0.79 0.85, 0.82 0.75, 0.74 0.80, 0.79 0.95, 0.88

0.80, 0.81 0.65, 0.66 0.60, 0.59 0.70, 0.70 0.75, 0.75 0.65, 0.65

Figure A-4: Examples of the proposed aesthetic score regression on AADB. In each example, ground-truth and regressed
scores are reported in blue and red, respectively.



Binary Aesthetic Classification

(a) High quality class (b) Low quality class
Figure A-5: Binary classification results on AVA: images in (a) are declared by the proposed algorithm as high quality, and
images in (b) as low quality.



Personalized Aesthetics
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Figure A-6: Personalized score regression on FLICKER-AES. Each row is personalized to a test worker. For each image,
(the worker’s annotated score, regressed generic score, regressed personalized score) are normalized to [0,1] and reported.


